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Abstract

Increasing the performance of microprocessors has always been a
pressing issue in the fields of Computer Science and Computer Engi-
neering. The first processors functioned by executing a single stream
of sequential instructions. The initial approach to increasing the speed
of instruction execution involved using smaller and faster transistors
so that the clock frequency could be increased. This approach was
stymied by slow memory accesses that could not keep up with a fast
clock cycle. Cache memories were developed to keep frequently ac-
cessed data closer to the processor to prevent the types of stalls. RISC,
reduced instruction set computing, architectures were also designed to
allow for faster clock cycles and execution.

After RISC, the focus shifted away from speeding up the execution
of a single instruction and moved towards increasing the number of in-
structions that can be active in a single clock cycle. Different designs,
such as pipelining and superscalars, allowed multiple instructions to
be issued in the same clock cycle, but were limited by increased power
consumption, heat, and chip size. Multi-core and multiprocessor de-
signs allowed multiple threads of instructions to be simultaneously ex-
ecuted on different processors or cores. These designs were improved
by the development of multithreading, which aimed to increase thread-
level parallelism on a single core.

This thesis addresses the intricacies of a specific type of hardware
multithreading: Simultaneous Multithreading (SMT). SMT is a tech-
nique used to increase the performance of a microprocessor by exploit-
ing parallelism in all available forms. SMT combines instruction-level
and thread-level parallelism and enables multiple instructions from
multiple threads to be issued in the same clock cycle. This paper is a
detailed examination of Simultaneous Multithreading and will specifi-
cally address: how multiple instructions are fetched and issued simul-
taneously, how hardware resources are designated amongst threads,
the performance upgrade associated with SMT in terms of instruc-
tions per cycle, the energy-efficiency of the design, and how SMT is
utilized in general purpose microprocessors such as in the Intel Pen-
tium 4 Hyper-Threading processor.
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1 Background

A microprocessor, or central processing unit (CPU), is the brain of a com-
puter. Much like a human brain, it processes information and sends out
instructions to tell the different parts of the computer what to do. The op-
eration of a microprocessor can be broken down into four major steps. First,
an instruction is fetched from memory. Second, the instruction is decoded so
that the CPU can be told what to do. Next, the instruction is executed by
the hardware, and finally the result of the execution is written back to some
form of memory.

In the 1970s, the first computers contained a single processor that could
execute a single stream of instructions in a sequential fashion. The first ap-
proaches to speed up a processor involved creating smaller and faster transis-
tors so that the clock speed could be increased. Eventually, the clock speed
could no longer be increased because slow memory accesses held back per-
formance gains. Cache memories were developed to keep frequently accessed
data in smaller, faster memories closer to the CPU. If, during the execution
of an instruction, the CPU needs to access data that is stored in memory, it
first checks the cache for the data. If the data is found, a cache hit, then it
simply reads the data. If that data is not in the cache, a cache miss, then
the data must be fetched from the main memory. The processor stalls while
waiting for the data to be fetched from memory, increasing the time for the
instruction execution.

The next approach to increasing processor performance dealt with the
instructions themselves. The reduced instruction set computing strategy
(RISC) was developed to simplify instructions. The idea behind RISC was
to eliminate the complex instructions that may take multiple, longer clock
cycles to complete. By converting a complex instruction into a sequence of
simpler instructions that could be executed faster, the clock rate could be
increased and the same result could be achieved faster. The development of
RISC based architectures influenced designers to come up with more ways
to exploit instruction-level parallelism to increase performance.

2 Exploiting Instruction-Level Parallelism

The first major attempt to maximize instruction-level parallelism (ILP) was a
technique called pipelining. Pipelining breaks down a processor into multiple
stages and creates a pipeline that instructions pass through. This pipeline
functions much like an assembly line. An instruction enters at one end,
passes through the different stages of the pipe, and exits at the other end.
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The pipeline allows for multiple instructions to flow through the pipe at the
same time. Different instructions can be executed in parallel from each stage
of the pipeline, thus increasing the throughput, or number of instructions
leaving the pipeline per unit time[4].

Most pipelined processors are broken down into five stages: Fetch, De-
code, Execute, Memory, and Writeback. This means that five instructions
can execute at the same time, one from each stage of the pipeline. Also, each
stage of the pipeline only has to deal with 1/5 of the processor’s logic, mak-
ing the stages faster than full instructions and allowing the clock frequency
to be increased[3]. A pipelined architecture must be aware of the length of
each pipeline stage, because the clock rate is dependent on the slowest stage
of the pipeline. That is to say, no instruction can move to the next stage of
the pipeline until all instructions have finished at their current stage.

The next development in increasing instruction-level parallelism was su-
perscalar processors. Superscalars achieve ILP and execute multiple instruc-
tions per cycle by having multiple copies of hardware datapaths. A super-
scalar that has two datapaths can fetch two instructions simultaneously from
memory. This means that the processor must also have double the logic to
fetch and decode two instructions at the same time[3]. Superscalars also
utilize pipelining to fully maximize parallelism. A sample execution of a su-
perscalar processor can be seen in Figure 1a. The superscalar is executing
a single program and each box represents a potential issue slot for an in-
struction. This particular superscalar has four datapaths and attempts to
fill these issue slots each processor cycle to achieve ILP.

Further advances in pipelining and superscalars are limited. In the case of
pipelining, increasing the clock rate means an increase in power consumption
and heat. Superscalars are limited by their width, or number or datapaths.
As the width increases, the amount of hardware needed on the chip grows as
well. More hardware means bigger chips and more power consumed. These
issues make it impractical to solely rely on instruction-level parallelism to in-
crease processor performance and they have become the driving force behind
the switch to increasing thread-level parallelism.

3 Maximizing Thread-Level Parallelism

A second form of parallelism, thread level parallelism (TLP), arose to make
use of multiprocessor and multi-core designs. A multiprocessor exploits TLP
by connecting two or more processors. Rather than overlapping individ-
ual instructions from one thread (ILP), multiple streams of instructions are
simultaneously executed on the different processors [4]. In a multi-core ar-
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Figure 1: Sample Execution Sequence for: (a)Superscalar processor,
(b)Multithreaded superscalar processor, (c)SMT processor. [1]

chitecture, multiple processor cores are situated on a single chip. The core
of the processor is regarded as the unit that actually interprets and executes
the instructions. Each core usually has its own cache, but shares lower-level
caches and the input/output buses [4]. Multi-core designs achieve TLP by
assigning each core its own stream of instructions to execute.

A technique called multithreading takes thread-level parallelism a step
further by increasing TLP in a single core. A core with multithreading capa-
bilities is assigned multiple threads from which it can execute instructions.
While one thread is waiting for a response from memory, the processor can
switch threads and execute another instruction. Each thread also has its own
program counter and set of registers to hold its architectural state so that
the processor can pick up where it left off when it switched from the thread.
This ensures that more than one thread can be active at one time[3].

The basic idea of enhancing TLP through the use of multithreading can
be explained with a simple example. Imagine enhancing the quality of a
picture using some sort of image processing software. A single-core, non-
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multithreaded processor would work on enhancing the picture, pixel by pixel,
from left to right and top to bottom. Multithreading can be used to speed
up this process, but the software orchestrating the image enhancement must
be written to support multiple threads. If a software program was written to
supports four threads, then each thread could handle enhancing a quarter of
the image. A quad-core processor running this software could enhance the
image up to four times faster than the single-core processor by sending one
thread of instructions to each core of the processor. A single-core proces-
sor that supports multithreading would also experience performance gains.
In this case, the processor would begin enhancing the first quarter of the
image until a stall is encountered. This stall could be caused by a cache
miss or because some needed hardware unit is already tied up in a computa-
tion. Instead of waiting for this stall to be resolved, the processor can switch
threads and begin enhancing the second quarter of the image. This switching
between threads allows for maximum processor utilization and a significant
increase in performance. In most cases a multi-core processor outperforms
a multithreaded, single-core processor because each thread has its own pro-
cessor core, but multi-core processors require more hardware which leads to
more power consumption and heat dissipation.

Multithreading is a technique that purely improves thread-level paral-
lelism, it does not increase the number of instructions that can be executed
from an individual thread. Whereas a single thread of instructions may
leave processor resources unused, multithreading allows for the use of more
resources, if threads are ready to run, and therefore increases the overall
throughput of a processor. Thread-level parallelism can be maximized by
combining multithreading with multi-core or multiprocessor architectures.

4 Increasing ILP and TLP

It is possible to increase both ILP and TLP by combining multithreading with
a superscalar processor. This architecture allows for multiple instructions
from a single thread to be issued in the same processor cycle. As illustrated
in Figure 1b, multiple instructions are issued from a thread and while those
instructions are being executed, the processor can switch threads and issue
more instructions. This works in a round-robin fashion; the processor cycles
through the threads and looks for multiple instructions to issue each cycle.

My thesis addresses a specific type of multithreading, Simultaneous Mul-
tithreading (SMT), that takes the idea of a multithreaded superscalar proces-
sors one step further. SMT attempts to increase parallelism in all forms by
combining the ILP experienced by pipelined, superscalar architectures with
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the TLP of multithreading. As previously stated, a multithreaded super-
scalar can issue multiple instructions each clock cycle from only one thread.
SMT allows a processor to issue multiple instructions from multiple threads
each clock cycle. Figure 1c illustrates the parallelism of SMT. It can be seen
that multiple instructions from different threads are issued in the same pro-
cessor cycle. In this paper I will explain the intricacies of SMT and address
the following questions:

• How are multiple instructions fetched and issued simultaneously?

• How are the processor’s resources designated amongst the threads?

• How is SMT implemented on top of an existing processor?

• How much of a performance upgrade is provided by SMT?

• Is SMT an energy-efficient design?

• Are there commercial processors that embrace and utilize SMT?

For the purposes of explaining how an SMT processor works, I am going
to base my discussion on the SMT processor proposed by Dean Tullsen, Susan
Eggers, and Henry Levy in 1996. This SMT model is based on the APLHA
21264 and MIPS R10000 superscalar processors[1, 7].

5 How SMT Works

The most effective way to explain how SMT achieves increased parallelism
and outperforms other processor models is to expand on the previous example
illustrated in Figure 1. In Figure 1, the different rows represent the potential
issue slots of a processor execution sequence. The filled boxes represent an
instruction that is ready to be executed, while the empty boxes indicate an
unused slot. These unused slots are categorized as horizontal and vertical
waste. Horizontal waste is created when some issue slots in a specific pro-
cessor cycle are not used. Vertical waste occurs when no instructions are
issued in a given cycle, often due to a long latency instruction that induces
a stall[1].

A superscalar processor (Figure 1a) can succumb to both horizontal and
vertical waste, meaning that it does not achieve great instruction-level paral-
lelism. A multithreaded superscalar processor (Figure 1b) decreases vertical
waste by allowing the processor to switch threads rather than stall, but it
does not decrease horizontal waste. SMT (Figure 1c) effectively decreases
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both vertical and horizontal waste by allowing the processor to select any
instruction from any thread that is ready to issue an instruction. Waste is
decreased by increasing parallelism. If one thread has high instruction-level
parallelism, i.e. it is ready to issue multiple instructions, then SMT allows
that thread to execute all of its instructions in one cycle. If multiple threads
have low instruction-level parallelism, i.e. they can only issue one instruction,
then one instruction from each thread can be executed in the same cycle[1].

The basic hardware unit for SMT is a superscalar processor with the
ability to issue eight instructions per cycle. Only minimal hardware exten-
sions are need to implement SMT on top of this design. The main hardware
additions are: program counters for each thread, separate return stacks for
each thread, and a larger register file that can support all threads and handle
register renaming. Enlarging the register file makes accessing it much slower.
To compensate for this, two extra stages are added to the pipeline. One to
read values into a buffer closer to the functional units, and another to send
the data to be executed. The same method is used to write to the register
file. Further discussion of hardware additions and the ramifications of adding
these extra stages to the pipeline are discussed by Tullsen, et al. [7], and are
out of the scope of this paper.

When implementing SMT, there are many models that can be used. The
first model, Full Simultaneous Issue, allows eight threads to compete for the
eight issue slots available each cycle. This model embraces the theoretical
potential of SMT but requires a high level of hardware complexity and is
not practical to implement. The next three models (Single Issue, Dual Issue,
and Four Issue) deal with restrictions to the Full Issue model and require
less hardware complexity. Single, Dual, and Four Issue limit the number of
instructions that can be issued by each thread in a given cycle. For example,
a Four Issue design would allow a thread to issue four instructions in a cycle,
meaning that there must be at least two threads to fill all of the issue slots.
Likewise, the Dual Issue models allows each thread to issue two instructions
making it necessary to have four threads [8].

Regardless of the model implemented, it is necessary for the processor
to be aware of which instructions are being fetched and issued so that the
full parallelism potential of an SMT processor can be reached. Because in-
structions can be fetched from multiple threads, the processor can choose
the threads that will guarantee higher performance. This requires a smart
instruction fetch unit that can continuously fetch useful instructions. After
the instructions have been fetched, the processor dynamically distributes the
processor’s resources amongst the instructions to ensure the highest level of
hardware utilization. The instruction fetch unit actually becomes the main
performance bottleneck of an SMT processor because it must consistently
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fetch useful instructions that will not clog the instruction queue[1]. The
intricacies of the fetch unit will be explored in the following section.

5.1 The Instruction Fetch Unit

A conventional microprocessor fetches instructions from a single thread and
then sends it to be executed. An SMT processor fetches instructions in a
similar way; it has a single fetch unit but it can access instructions from
multiple threads. The performance of an SMT processor greatly relies on
the fetch unit because it must be able to fetch more instructions per cycle in
order the exploit the parallelism potential of SMT. Performance also relies
on the fetch unit selecting useful instructions that can be executed in parallel
or do not rely on a branch. There are a variety of fetch architectures and
policies that can be implemented to improve instruction throughput. The
performance analysis of the fetch policies described below was conducted
using the SPEC92 benchmark suite. For multithreaded architectures, distinct
programs are given to each thread in the processor[7].

5.1.1 Thread Selection

First, I will outline the different fetch schemes that can be used by the fetch
unit to decide where to look for instructions. Recall that we are referring
to a multithreaded processor that is able to fetch up to eight instructions
per cycle. The different schemes are as follows: RR.1.8, RR.2.4, RR.4.2, and
RR.2.8. The ”RR” stands for the round-robin manner in which threads are
selected, the first number represents the number of threads that can issue
an instruction, and the second number represents the number of instructions
that can be fetched per thread. The RR.1.8 scheme allows eight instructions
to be fetched from one thread each cycle. The RR.2.4 and RR.4.2 schemes
fetch fewer instructions per thread but have access to more threads. As
you can imagine, it is more efficient for the fetch unit to be able to choose
instructions from more threads because there is a higher probability of finding
instructions that can be executed in parallel[7].

At first glance one might think that RR.4.2 or the RR.2.4 would provide
the best odds for finding useful instructions but these schemes suffer from two
flaws: thread shortage and extra hardware. Thread shortage is encountered
when there are not enough threads ready to issue an instruction, therefore
creating empty issue slots. For example, if the fetch unit is only able to fetch
two instructions from up to four threads (RR.4.2) and only three threads
are capable of issuing instructions, then two instruction issue slots are left
empty. Also, to implement these schemes more circuitry is needed to deal
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Figure 2: Instruction throughput for the different fetch schemes using round-
robin thread selection [7].

with the increased number of data paths and selection logic. Due to these
flaws, RR.2.4 actually outperforms RR.4.2 because there is less chance for
thread shortage and less hardware add-ons. Also, schemes such RR.4.4 or
RR.4.8 are not considered because the extra selection hardware would have
a negative impact on cache access time[7].

The most efficient scheme is RR.2.8. By fetching up to eight instructions
from either of two threads, RR.2.8 is able to avoid thread shortage and does
not require excessive hardware additions. Figure 2 shows the instruction
throughput for the different fetch schemes based on the number of threads.
As you can see, RR.2.4 and RR.4.2 do not perform well with fewer threads,
RR.1.8 actually outperforms RR.4.2 until there are six threads. RR.2.4 out-
performs RR.1.8 by 9% at eight threads but suffers from a 12% performance
degradation when there is a single thread. This can be a serious issue when
dealing with programs that are not multithreaded. The RR.2.8 scheme pro-
vides the greatest all-around performance upgrade; it improves instruction
throughput by up to 10% and does not suffer when there is only a single
thread[7].

Now that the fetch unit knows how many instructions it can fetch from
each thread, it needs to know which threads to look at to get instructions.
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The most basic method for selecting threads is by using a round-robin scheme
where the fetch unit sequentially checks each thread. The round-robin scheme
does not take into account certain factors that may make one thread more
desirable than another. A certain thread may be less desirable if it has en-
countered a branch misprediction, which would send it down a wrong path
of instructions, or if it contains instructions that must wait in the instruc-
tion queue due to a cache miss or dependency on a previous instruction. If
threads have instructions that fall into these categories then the instruction
queue can become clogged with un-issueable instructions, thus decreasing
the instruction throughput. Tullsen, et al. [7], outline different policies to
choosing threads that will be less likely to create wrong paths or clog the in-
struction queue. These thread selection policies function based on feedback
from the different pipeline stages:

• BRCOUNT - Threads with the fewest unresolved branches are given
priority because they are less likely to be on a wrong path.

• MISSCOUNT - Threads with the fewest cache misses are given priority
to prevent clogging of the instruction queue.

• ICOUNT - Threads with the fewest instructions in the instruction
queue are given priority.

• IQPOSN - Threads that do not have old instructions in the integer or
floating point queues are given priority.

Although all of these fetch policies provide increased throughput in com-
parison to the round-robin heuristic (see Figure 3), the ICOUNT policy is the
most consistent. ICOUNT is the most efficient way to prevent instruction
clogging because its takes a more general approach. By giving priority to
the threads with the fewest instructions in the pipeline, it combats clogging
in three ways. First, it prevents a single thread from filling up the instruc-
tion queue. Second, it ensures that the threads that are most successful in
moving instructions through the pipeline are given priority. Finally, it en-
courages thread-level parallelism by providing an even distribution of instruc-
tions from the threads that are continuously moving instructions through the
pipeline. The ICOUNT policy also helps to avoid thread starvation because
long-latency instructions will eventually be executed and then those threads
can be chosen for instruction fetching[7].

After running benchmark tests, Tullsen, et al. [7], found that ICOUNT
provides instruction throughput of up to 5.3 instructions per cycle compared
to the 2.5 instructions per cycle seen by a superscalar processor. ICOUNT
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Figure 3: Instruction throughput for the different fetch policies[7].

outperforms round-robin by 23% and IQPOSN, the second most successful
policy, by 4%. Keep in mind that the BRCOUNT policy is the only scheme
that attempts to avoid wrong paths due to branch mispredictions whereas all
of the other policies focus on preventing instruction queue clogging. Tullsen,
et al. [7], claim that combining ICOUNT and BRCOUNT would provide
the greatest increase in performance, but do not provide any specific results
to support their claim. They do not implement this combination because it
would require excessive additions to the circuitry that provides feedback to
the fetch unit about the instructions in the pipeline.

5.1.2 Instruction Selection

Just as the instruction fetch unit determines which threads will ensure the
best instruction throughput, the issue logic can determine which instructions
should be issued to avoid horizontal waste. Recall that horizontal waste is
created when issue slots go unused in a specific clock cycle. Issue slots can
be wasted if unnecessary instructions are executed due to branch mispredic-
tions or optimistically instructions. There are specific instruction selection
algorithms that can be implemented to help reduce this type of issue waste.

The default instruction selection method used by a single-threaded pro-
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cessor is OLDEST FIRST, which looks for instructions that have been in the
instruction queue the longest because they are less likely to be on a wrong
path. The location of an instruction in the queue should not matter for a
SMT processor because the queue now has a mix of instructions from multi-
ple threads. Tullsen, et al. [7], introduce these new methods as possible per-
formance optimizations: OPT LAST, SPEC LAST, and BRANCH FIRST.
OPT LAST and SPEC LAST only issue optimistic and speculative instruc-
tions after all other instructions have been issued. Speculative and opti-
mistic instructions are instructions that are behind a branch in the instruc-
tion queue. These types of instructions are speculatively executed before
it is known if they are needed, making their results more readily available
if they are. By executing speculative or optimistic instructions last, more
issue slots will be available for instructions that are known to be useful.
The BRANCH FIRST method prevents unnecessary issue slot use by issu-
ing branches first so that wrong paths can be identified as soon as possible.
Tullsen, et al. [Tullsen 1996], report that the only method to improve on the
7% useless instruction issue of the default, OLDEST FIRST, method was
OPT LAST, and it only reduces it to 6%. The decision was made to stick
with the default method because the 1% difference is not worth the extra
hardware complexity that OPT LAST introduces [Tullsen 1996].

5.1.3 Clearing Up the Fetch Unit

Now that the different fetch policies have been defined, it is apparent that
instruction throughput greatly relies on the fetch unit. This means that
there will be significant performance degradation if the fetch unit becomes
blocked. The ICOUNT scheme discussed earlier helps to make sure that
the instruction queue does not become clogged by choosing threads that
have been successfully moving instructions through the queue. By combining
the ICOUNT policy with a more specific algorithm that prevents issuing
instructions that experience a cache miss, clogging of the instruction queue
can be further avoided. This new algorithm, ITAG, adds a stage to the
front of the pipeline that is used to look up memory-dependent instructions
a cycle early. By preemptively looking up instructions that have been tagged
as needing to access the cache, we can fetch around the instructions that will
experience a cache miss. By using a ITAG,ICOUNT.2.8 scheme, the peak
performance of a SMT processor has been boosted by 37% and the relative
instruction throughput compared to a superscalar processor has increased
from 1.8 to 2.5 times the throughput[7].
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5.2 Resource Sharing

The way that an SMT processor allocates its hardware resources amongst
the different threads is actually inherent in how it fetches instructions. One
of the main ideas of SMT is to ensure that shared resources are utilized as
much as possible, and the fetch policies described in the previous section
help to achieve this goal by increasing the instruction throughput. Policies
such as ICOUNT help to determine the priority of different threads based
on feedback about the instructions that are being executed in the pipeline.
The thread that has priority is able to send its instruction to the instruction
queue where it waits for the resources that it needs to become free. The
instructions in the queue can be issued out of order whenever the units that
are needed are no longer in use. Priority within the instruction queue is
given to the instructions that have been in the queue the longest, i.e. the
OLDEST FIRST policy. So, resources are allocated to the instructions that
have priority in the instruction queue and are executed when the resources
that it needs become free.

6 SMT Performance

In the previous section, specific numbers and percentages are presented to
quantify the upgrade in performance experienced by a simultaneous multi-
threaded processor. To expand on, and fully understand these numbers it
is necessary to explain the different benchmarks and tests that were used to
categorize the speedup of SMT.

Eggers, et al. [1], ran a series of performance tests to compare an SMT
processor to a wide-issue superscalar; a fine-grained, multithreaded super-
scalar; and both a two- and four-processor multiprocessor whose processors
are also superscalars. These tests were run using the SPEC95 and Splash2
benchmarks. Two different types of workloads were used: multiprogram-
ming and parallel. The multiprogramming workload consisted of several
single-threaded programs that were each assigned to a thread. The parallel
workload, targeted for multiprocessors, consisted of parallel programs where
each thread is assigned the same code to execute. The goal of the multipro-
gramming workload is to exercise all of the different parts of the processor
while the parallel workload’s goal is to stress how the processor deals with
sharing resources. Note that the multiprocessors were given the same total
amount of execution resources as the SMT model, i.e. each processor of the
dual-processor multiprocessor was given half of the SMT’s resources.

Figure 4 shows the results of the simulation tests. For the multipro-
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Figure 4: Instruction throughput for multiprogramming and parallel work-
loads (in instructions per cycle)[1].

gramming workloads, SMT outperformed both the superscalar and and fine-
grained, multithreaded superscalar processors. The performance of the mul-
tithreaded superscalar actually peaked at four threads and fell with eight
threads. This slow-down can be attributed to thread competition. The na-
ture of the multithreaded superscalar’s instruction fetch unit, i.e. it can
only fetch instructions from one thread at a time and it cycles through the
threads in a round-robin fashion, means that there will be more competition
for shared resources. With more than four threads, the extra competition
becomes detrimental to performance[1].

The results of the parallel workload simulations also favored SMT. With
a single thread, SMT outperformed both multiprocessors but its performance
was matched by the superscalar and multithreaded superscalar. As the num-
ber of threads increased, the performance of SMT began to pull away from
all the other models. At their maximum thread capability, the two- and four-
processor multiprocessors experienced instruction throughputs of 4.3 and 4.2
respectively, while SMT experienced a throughput of 6.1 instructions per
cycle. The multiprocessors were not able to keep up with SMT because
multiprocessors partition their resources amongst processors. SMT dynami-
cally partitions its resources amongst its threads, giving it the ability to ex-
ploit both instruction-level and thread-level parallelism when there are more
threads. When multiple threads are not available, poor thread-level paral-
lelism, all of the processors resources can be designated to a single thread. If
there is poor instruction-level parallelism in a thread, then other instructions
can be issued from other threads to compensate[1].

As with all experiments, there are certain things that need to be taken into
account so that the findings can be trusted. Li, et al. [5], bring up concerns
regarding how the performance of a processor should be tested. First, they
bring up the fact that looking at an architecture’s instruction throughput
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can be deceiving unless each thread has the same number of instructions.
If not, a high instruction throughput can be falsified by skewing the load
balance. Also, there is an argument that SMT simulations should not be
stopped when the first thread has finished. It is thought that stopping before
all threads have completed benefits SMT because it is possible that periods
where throughput is low will be missed. Eggers, et al. [1], do not tell us that
all of the threads have the same number of instructions and they stop the
simulation when the first thread is complete. In this situation, stopping when
the first thread is complete is acceptable because the benchmarks being run
are designed to be stressful on all of the shared resources of the processor,
theoretically creating periods of low throughput.

7 The Energy-Efficiency of SMT

To reiterate, SMT is a way of increasing the instruction throughput of a su-
perscalar processor without dramatically increasing the area of the processor.
Adding SMT capabilities to a superscalar only increases the chip area by 5%
but this relates to a boost in instructions per cycle of up to 37%. As you can
imagine, adding hardware to a chip and increasing the number of instructions
that are being issued in a given time directly correlates to more power. We
can see this by breaking down the processor into its different subunits and
looking at their individual power uplift. The instruction sequencing unit,
that contains the register renaming logic and instruction queue, has been
scaled to support SMT. In this case, extra hardware means extra power. On
the other hand, the fetch unit and the load/store unit experience a power
uplift due to increased utilization[5].

To classify the energy-efficiency of SMT we must outline an appropri-
ate metric. The energy efficiency of a processor should not be measured
based on power because power is directly related to the clock frequency. If
we reduce the clock speed, then less power is used and the processor per-
forms poorly. It is also inappropriate to base the metric simply on energy,
or Joules/instruction. The Joules/instruction can be reduced by decreas-
ing the supply voltage which in turn increases the delay of the circuits and
hurts performance. The most appropriate way to measure energy-efficiency
is to look at the metric outlined by Gonzalez and Horowitz [2], energy-delay
product. The energy-delay product is an effective metric for measuring power
with respect to performance. The ED Product measures the product of the
total energy consumed during a specific execution and the total end-to-end
execution latency. This metric ensures that the balance between energy and
performance is maintained because in order to improve the ED product,
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either performance must be increased or energy must be reduced without
affecting the other.

Li, et al. [5], use a different metric in their study on the energy-efficiency
of SMT. The use the energy − delay2 product, which expands on the ED
Product by placing more emphasis on performance. This means that more
energy can be consumed in order to increase the performance of the proces-
sor. This metric is more appropriate than the energy-delay product because
the main goal of SMT is to increase performance, and we know that this
performance will come with increased power. Li, et al. [5], compared the
energy-efficiency of a SMT enabled POWER4-like architecture to a single
threaded model. Ten SPEC2000 integer benchmarks were used for the single
threaded model and pairs of these single threaded benchmarks were used to
create dual-threaded benchmarks for SMT. They found that SMT can im-
prove performance by 20% while only creating a power uplift of 24%. With
respect to the ED2 metric, SMT is actually a very energy-efficient design.
We can plug in these values into the ED2 equation and see that the product
is decreased:

E ∗D2

E = 1.24 (an increase in power of 24%)
D = .8 (an increase in performance of 20%)
1.24 * (.8)2 = .7936

8 Intel Hyper-Threading

The Intel Pentium 4 Hyper-Threading processor was the first general pur-
pose microprocessor with SMT features to be commercially available. Intel
“Hyper-Threading” is a dual threaded implementation of SMT on an out-of-
order Pentium 4 processor. I refer to the Pentium 4 with Hyper-Theading
as having SMT features because it does not fully embrace the principals of a
SMT processor. In other words, it utilizes certain aspects of SMT, but falls
short by leaving out some key components.

The main difference between SMT and Hyper-Threading can be seen in
how resources are shared. Recall that SMT dynamically shares all of its re-
sources between the different threads and instructions. In Hyper-Threading
some resources are shared while others are statically split in half and di-
vided between the two threads when the processor is in multithreading
mode. Specifically, the functional units, cache, and branch prediction logic
remain shared resources and the re-order buffer, load/store unit, and in-
struction queue are split. Partitioning these resources creates more thread
competition[6]. Thread competition of shared resources is inherent in SMT,
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but giving a thread half the resources creates even more competition and can
be detrimental to performance as the number of threads increases. Hyper-
Threading minimizes this affect by only supporting two threads. In fact,
with only two threads, a partitioned instruction queue performs similarly to
a dynamically shared queue but would not be efficient with more threads[6].

Tullsen and Tuck [6] provide an in depth analysis of how the perfor-
mance of the Pentium 4 with Hyper-Threading compares to the expectations
of the prior published research on SMT. They test a Hyper-Threading 2.5
GHz Pentium 4 processor running the SPEC CPU2000 benchmarks, NAS
parallel benchmarks, and an expanded version of the Stanford SPLASH2
benchmarks. The Hyper-Threading Pentium 4 is based on a dual-threaded,
3-wide superscalar, so it can issue up to six instructions per cycle. To summa-
rize their findings, Hyper-Threading does fulfill the expectations associated
with an SMT processor that handles two threads. On average, the Hyper-
Threaded Pentium 4 achieves a 1.20 speedup on multithreaded workloads
and a 1.24 speedup on parallel workloads. Although a performance gain
is experienced, Hyper-Threading does not fully exploit the parallel and dy-
namic potential of simultaneous multithreading. The static partitioning of
resources does not allow for more than two threads and the processor can
only issue six instructions per cycle, whereas SMT would allow eight threads
and be capable of issuing eight instructions per cycle. These factors explain
the difference between the 20% speedup of Hyper-Threading compared to
the 37% speedup of SMT. Tullsen and Tuck claim to have run simulation
tests on an SMT processor that was configured like the Pentium 4 but do
not provide any specific performance numbers relating to instructions per
cycle, so we are trusting that what they are reporting is correct.

9 Conclusion

Simultaneous Multithreading is an extension of hardware multithreading that
increases parallelism in all forms. SMT combines the instruction level paral-
lelism experienced by pipelined, superscalar processors with the thread level
parallelism of multithreading. This allows the processor to issue multiple
instructions from multiple threads in a single clock cycle, thus increasing the
overall instruction throughput.

To fully exploit the parallelism potential of SMT the processor must
strategically fetch instructions that will provide better performance. The
processor wants to avoid issuing memory-dependent instructions that may
experience a cache miss or branches mispredictions that may send the pro-
cessor down the wrong path. By choosing which threads and instructions
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to issue, the processor can ensure that instructions are moving efficiently
through the pipeline and that hardware resources are being fully utilized.
This is achieved by providing the instruction fetch unit with more intelligent
methods for partitioning threads and fetching instructions.

Tullsen et.al. [7], outline the most efficient SMT scheme as a design
that is able to fetch up to eight instructions from either of two threads.
The threads are selected using the ICOUNT policy that takes feedback from
the pipeline and gives priority to threads that have the fewest number of
instructions in the instruction queue. This increases parallelism because
while long-latency instructions are being executed, other threads are given
priority and can issue instructions to keep the processor busy. The ICOUNT
policy is coupled with the ITAG policy, which preemptively looks up memory
accesses for instructions in a certain thread. This helps the fetch unit to avoid
issuing instructions that will experience a cache miss and clog the queue.
The combination of these three ideas, ITAG,ICOUNT.2.8, increases the peak
performance of an SMT processor by 37% and the instruction throughput to
2.5 times the throughput on the workload studied.

SMT capabilities have yet to be fully utilized in a general purpose mi-
croprocessor. Intel’s Pentium 4 with Hyper-Threading allows instructions
to be issued simultaneously from two different threads, but it splits up cer-
tain hardware resources amongst the threads. Although a 1.20 speedup is
achieved on multithreaded workloads, the partitioning of resources does not
allow the design to be scaled to more than two threads. This means that
the true dynamic and parallel potential of SMT can not be achieved. Still,
this proves that theory behind simultaneous multithreading does have bene-
ficial applications in the microprocessor industry and that SMT is a strong
building block for future technologies.
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